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IP Address:
Each computer in a TCP/IP network must be given a unique identifier, or IP address. This address, 
which  operates  at  Layer  3,  allows  one  computer  to  locate  another  computer  on  a  network.  All 
computers also have a unique physical address, which is known as a MAC address. These are assigned 
by the manufacturer of the NIC. MAC addresses operate at Layer 2 of the OSI model. 

An IP address (IPv4) is a 32-bit sequence of ones and zeros.To make the IP address easier to work with, 
it is usually written as four decimal numbers separated by periods. For example, an IP address of one 
computer is 192.168.1.2. Another computer might have the address 128.10.2.1. This is called the dotted 
decimal format. Each part of the address is called an octet because it is made up of eight binary digits.  
For example, the IP address 192.168.1.8 would be 11000000.10101000.00000001.00001000 in binary 
notation. The dotted decimal notation is an easier method to understand than the binary ones and zeros 
method. This dotted decimal notation also prevents a large number of transposition errors that would 
result if only the binary numbers were used.

Ipv4 Header:

Version:(4 bits): Indicates the version number, to allow evolution of the protocol.

Internet Header Lenght(IHL 4 bits): Length of header in 32 bit words. The minimum value is five 
for a minimum header length of 20 octets.

Type-of-Service : 
The Type-of-Service field contains an 8-bit binary value that is used to determine the priority of each 
packet.  This  value  enables  a  Quality-of-Service  (QoS)  mechanism  to  be  applied  to  high  priority 
packets,  such  as  those  carrying  telephony  voice  data.  The  router  processing  the  packets  can  be 
configured to decide which packet it is to forward first based on the Type-of-Service value. 
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Total length: total datagram length ,in octets.

Identifier (16 bits): A sequence number that, together with the source address, destination address, and 
user protocol, is intended to uniquely identify a datagram. Thus, the identifier should be unique for the 
datagram's  source  address,  destination  address,  and  user  protocol  for  the  time  during  which  the 
datagram will remain in the internet. 

Fragment Offset :  A router may have to fragment a packet when forwarding it from one medium to 
another  medium that  has  a  smaller  MTU.  When  fragmentation  occurs,  the  IPv4  packet  uses  the 
Fragment Offset field and the MF flag in the IP header to reconstruct the packet when it arrives at the 
destination host. The fragment offset field identifies the order in which to place the packet fragment in 
the reconstruction. 

Flags(3  bits):  Only  two  of  the  bits  are  currently  defined:  MF(More  Fragments)  and  DF(Don't 
Fragment):

More Fragments flag (MF):The More Fragments (MF) flag is a single bit in the Flag field used with 
the Fragment Offset for the fragmentation and reconstruction of packets. The More Fragments flag bit 
is set, it means that it is not the last fragment of a packet. When a receiving host sees a packet arrive  
with the MF = 1, it examines the Fragment Offset to see where this fragment is to be placed in the  
reconstructed packet. When a receiving host receives a frame with the MF = 0 and a non-zero value in  
the  Fragment  offset,  it  places  that  fragment  as  the  last  part  of  the  reconstructed  packet.  An 
unfragmented packet has all zero fragmentation information (MF = 0, fragment offset =0). 

Don't Fragment flag (DF):The Don't Fragment (DF) flag is a single bit in the Flag field that indicates 
that fragmentation of the packet is not allowed. If the Don't Fragment flag bit is set, then fragmentation 
of  this  packet  is  NOT permitted.  If  a  router  needs  to  fragment  a  packet  to  allow it  to  be  passed 
downward to the Data Link layer but the DF bit is set to 1, then the router will discard this packet. 

IP Destination Address 
The IP Destination Address field contains a 32-bit binary value that represents the packet destination 
Network layer host address. 

IP Source Address 
The IP Source Address field contains a 32-bit binary value that represents the packet source Network 
layer host address.

Time-to-Live 
The Time-to-Live (TTL) is an 8-bit binary value that indicates the remaining "life" of the packet. The 
TTL value is decreased by at least one each time the packet is processed by a router (that is, each hop). 
When the value becomes zero, the router discards or drops the packet and it is removed from the 
network data flow. This mechanism prevents packets that cannot reach their destination from being 
forwarded indefinitely between routers in a routing loop. If routing loops were permitted to continue, 
the network would become congested with data packets that will never reach their destination. 
Decrementing the TTL value at each hop ensures that it eventually becomes zero and that the packet 
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with the expired TTL field will be dropped. 

Protocol:
This 8-bit binary value indicates the data payload type that the packet is carrying. The Protocol field 
enables the Network layer to pass the data to the appropriate upper-layer protocol. 

Example values are: 
01 ICMP 
06 TCP 
17 UDP 

Header checksum (16 bits): An error-detecting code applied to the header only. Because some header 
fields may change during transit (e.g., time to live, segmentation-related fields), this is reverified and 
recomputed at each router. The checksum field is the 16-bit one's complement addition of all 16-bit 
words in the header. For purposes of computation, the checksum field is itself initialized to a value of 
zero .

Options (variable). Encodes the options requested by the sending user. 
Padding (variable). Used to ensure that the datagram header is a multiple of 32 bits. 
Data (variable). The data field must be an integer multiple of 8 bits. The max- imum length of the 
datagram (data field plus header) is 65,535 octets. 

IP addresses are divided into class:

IP Address 
Class

First  Octet  Address 
Range

Used for:

Class A 0-127 Unicast  (Very  Large 
Networks)

Class B 128-191 Unicast  (Medium  to 
large network)

Class C 192-223 Unicast (Small Network)

Class D 224-239 Multicast

Class E 240-255 Reserved

Class A Blocks 

A class A address block was designed to support extremely large networks with more than 16 million 
host addresses. Class A IPv4 addresses used a fixed /8 prefix with the first octet to indicate the network 
address. The remaining three octets were used for host addresses. 
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The first bit of a Class A address is always 0. With that first bit a 0, the lowest number that can be 
represented is 00000000, decimal 0. The highest number that can be represented is 01111111, decimal 
127. The numbers 0 and 127 are reserved and cannot be used as network addresses. Any address that 
starts with a value between 1 and 126 in the first octet is a Class A address. 

No of Class A Network: 27 

No. of Usable Host address per Network: 224-2 (Minus 2 because 2 addresses are reserved for network 
and broadcast address)

Class B Blocks 

Class B address space was designed to support the needs of moderate to large size networks with more 
than 65,000 hosts. A class B IP address used the two high-order octets to indicate the network address. 
The other two octets specified host addresses. As with class A, address space for the remaining address 
classes needed to be reserved. 

The first two bits of the first octet of a Class B address are always 10. The remaining six bits may be  
populated with either 1s or 0s. Therefore, the lowest number that can be represented with a Class B 
address is 10000000, decimal 128. The highest number that can be represented is 10111111, decimal 
191. Any address that starts with a value in the range of 128 to 191 in the first octet is a Class B 
address. 

No of Class B Network: 214 

No. of Usable Host address per Network: 216-2

Class C Blocks :The class C address space was the most commonly available of the historic address 
classes. This address space was intended to provide addresses for small networks with a maximum of 
254 hosts. 

Class C address blocks used a /24 prefix. This meant that a class C network used only the last octet as  
host addresses with the three high-order octets used to indicate the network address.

A Class C address begins with binary 110. Therefore, the lowest number that can be represented is 
11000000, decimal 192. The highest number that can be represented is 11011111, decimal 223. If an 
address contains a number in the range of 192 to 223 in the first octet, it is a Class C address. 

No of Class C Network: 221 

No. of Usable Host address per Network: 28-2

Class D Blocks:

The Class D address class was created to enable multicasting in an IP address. A multicast address is a 
unique network address that directs packets with that destination address to predefined groups of IP 
addresses. Therefore, a single station can simultaneously transmit a single stream of data to multiple 
recipients. 
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The Class D address space, much like the other address spaces, is mathematically constrained. The first 
four bits of a Class D address must be 1110. Therefore, the first octet range for Class D addresses is 
11100000 to 11101111, or 224 to 239. An IP address that starts with a value in the range of 224 to 239 
in the first octet is a Class D address. 

Class E Block:

A Class E address has been defined.  However, the Internet Engineering Task Force (IETF) reserves 
these addresses for its own research. Therefore, no Class E addresses have been released for use in the 
Internet. The first four bits of a Class E address are always set to 1s. Therefore, the first octet range for 
Class E addresses is 11110000 to 11111111, or 240 to 255. 

Every IP address also has two parts.  The first  part  identifies the network  (Network ID)where the 
system is connected and the second part identifies the system (Host ID). 

Class A

Class B

Class C

Within the address range of each IPv4 network, we have three types of addresses: 

Network address - The address by which we refer to the network 

Broadcast address - A special address used to send data to all hosts in the network 

Host addresses - The addresses assigned to the end devices in the network

Special Ipv4 addresses:

Default Route: we represent the IPv4 default route as 0.0.0.0. The default route is used as a "catch all" 
route when a more specific route is not available. The use of this address also reserves all addresses in 
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the 0.0.0.0 - 0.255.255.255 (0.0.0.0 /8) address block.

Network  and  Broadcast  Addresses: As  explained  earlier,  within  each  network  the  first  and  last 
addresses  cannot  be  assigned  to  hosts.  These  are  the  network  address  and  the  broadcast  address, 
respectively.

Loopback:  One such reserved address  is  the  IPv4 loopback address  127.0.0.1.  The loopback is  a 
special address that hosts use to direct traffic to themselves. Although only the single 127.0.0.1 address 
is used, addresses 127.0.0.0 to 127.255.255.255 are reserved. Any address within this block will loop 
back within the local host. No address within this block should ever appear on any network.

Link-Local  Addresses:  IPv4  addresses  in  the  address  block  169.254.0.0  to  169.254.255.255 
(169.254.0.0 /16) are designated as link-local addresses. These addresses can be automatically assigned 
to the local host by the operating system in environments where no IP configuration is available. These 
might be used in a small peer-to-peer network or for a host that could not automatically obtain an 
address from a Dynamic Host Configuration Protocol (DHCP) server.

TEST-NET Addresses : The address block 192.0.2.0 to 192.0.2.255 (192.0.2.0 /24) is set aside for 
teaching and learning purposes. These addresses can be used in documentation and network examples

Network Prefixes: An important question is: How do we know how many bits represent the network 
portion and how many bits represent the host portion? When we express an IPv4 network address, we 
add a prefix length to the network address. The prefix length is the number of bits in the address that 
gives us the network portion. For example, in 172.16.4.0 /24, the /24 is the prefix length - it tells us that 
the first 24 bits are the network address. This leaves the remaining 8 bits, the last octet, as the host 
portion. 

Private and Public IP addresses:

Public IP addresses:Public IP addresses are assigned by the InterNIC  (Internet's Network Information 
Centre)  and consists  of class based network Ids or blocks of CIDR based addresses (called CIDR 
blocks) that are globally rout-able to the Internet and are unique.

Private IP address:An address that is used for internal networks. These addresses are not rout-able to 
the Internet. 

The private address blocks are: 

10.0.0.0 to 10.255.255.255 (10.0.0.0 /8) 

172.16.0.0 to 172.31.255.255 (172.16.0.0 /12) 

192.168.0.0 to 192.168.255.255 (192.168.0.0 /16)

Page:6



Subnet Mask:

To define the network and host portions of an address, the devices use a separate 32-bit pattern called a 
subnet mask. We express the subnet mask in the same dotted decimal format as the IPv4 address. The 
subnet mask is created by placing a binary 1 in each bit position that represents the network portion and 
placing a binary 0 in each bit position that represents the host portion. 

The prefix and the subnet mask are different ways of representing the same thing - the network portion 
of an address. 

Default Subnet Mask: 

Class A: 255.0.0.0

Class B: 255.255.0.0

Class C: 255.255.255.0

CIDR:

A routing system used by routers and gateways on the backbone of the Internet for routing packets.

CIDR replaces the old class method of allocating 8, 16, or 24 bits to the network ID, and instead allows 
any number of contiguous bits in the IP address to be allocated as the network ID. For example, if a 
company needs a few thousand IP addresses for its network, it can allocate 11 or 12 bits of the address 
for the network ID instead of 8 bits for a class C (which wouldn’t work because you would need to use 
several class C networks) or 16 bits for class B (which is wasteful).

How It Works

CIDR assigns a numerical prefix to each IP address. For example, a typical destination IP address using 
CIDR might be 177.67.5.44/13. The prefix 13 indicates that the first 13 bits of the IP address identify 
the network, while the remaining 32 - 13 = 19 bits identify the host. The prefix helps to identify the 
Internet destination gateway or group of gateways to which the packet will be forwarded. Prefixes vary 
in size, with longer prefixes indicating more specific destinations. Routers use the longest possible 
prefix in their routing tables when determining how to forward each packet. CIDR enables packets to 
be sent to groups of networks instead of to individual networks, which considerably simplifies the 
complex routing tables of the Internet’s backbone routers.

How to Create Subnets 

To create subnetworks, you take bits from the host portion of the IP address and reserve them to define 
the subnet address. 

How many bits to borrow?

1. No of subnetwork = 2BB

2. No. of usable hosts per subnetwork=2BR-2
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TB=BR + BB

TB=Total bits in host portion

BB=Bits borrowed

BR=Bits Remaining

Subnetting Class C Addresses 

There are many different ways to subnet a network. The right way is the way that works best 

for you. In a Class C address, only 8 bits are available for defining the hosts. Remember that 

subnet bits start at the left and go to the right, without skipping bits. This means that the only 

Class C subnet masks can be the following: 

Binary        Decimal  CIDR 

--------------------------------------------------------- 
00000000 =  0 /24 

10000000 =  128 /25 

11000000 =  192 /26 

11100000 =  224 /27 

11110000 =  240 /28 

11111000 =  248 /29 

11111100 =  252 /30 

We can’t use a /31 or /32 because we have to have at least 2 host bits for assigning IP addresses 

to hosts. 

All you need to do is answer five simple questions: 

How many subnets does the chosen subnet mask produce? 

How many valid hosts per subnet are available? 

What are the valid subnets? 

1. What’s the broadcast address of each subnet? 
2. What are the valid hosts in each subnet? 
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Subnetting Class C Address: 192.168.10.0/26

255.255.255.192 (/26) 

In this second example, we’re going to subnet the network address 192.168.10.0 using the 

subnet mask 255.255.255.192. 

192.168.10.0 = Network address 

255.255.255.192 = Subnet mask 

Now, let’s answer the big five: 

How many subnets? Since 192 is 2 bits on (11000000), the answer would be 22 = 4 subnets. 

How many hosts per subnet? We have 6 host bits off (11000000), so the equation would 

be 26 – 2 = 62 hosts. 

What are the valid subnets? 256 – 192 = 64. Remember, we start at zero and count in our 

block size, so our subnets are 0, 64, 128, and 192. (Magic Number=256-Subnet Mask)

What’s the broadcast address for each subnet? The number right before the value of the next 

subnet is all host bits turned on and equals the broadcast address. For the zero subnet, the 

next subnet is 64, so the broadcast address for the zero subnet is 63. 

What are the valid hosts? These are the numbers between the subnet and broadcast address. 

The easiest way to find the hosts is to write out the subnet address and the broadcast address. 

This way, the valid hosts are obvious. The following table shows the 0, 64, 128, and 192 sub- 

nets, the valid host ranges of each, and the broadcast address of each subnet: 

The subnets (do this first) 0 64 128 192

The broadcast address 63 127 191 255

Usable Host Range 1 – 62 65 – 126 129 – 190 193 - 254
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Subnetting Class B Address: 172.16.0.0/17

255.255.128.0 (/17) 

172.16.0.0 = Network address 

255.255.128.0 = Subnet mask 

Subnets? 21 = 2 (same as Class C). 

Hosts? 215 – 2 = 32,766 (7 bits in the third octet, and 8 in the fourth). 

Valid subnets? 256 – 128 = 128. 0, 128. Remember that subnetting is performed in the third octet, so  
the subnet numbers are really 0.0 and 128.0, as shown in the next table. 

These are the exact numbers we used with Class C; we use them in the third octet and add a 0 in the  
fourth octet for the network address. 

Broadcast address for each subnet? 

Valid hosts? 

The following table shows the two subnets available, the valid host range, and the broad- 

cast address of each: 

Subnet 172.16.0.0 172.16.128.0

Broadcast 172.16.127.255 172.16.255.255

Usable Host Range 172.16.0.1 - 172.16.127.254 172.16.128.1 - 172.16.255.254

Another Example Subnetting Class B address: 172.16.0.0/18

255.255.192.0 (/18) 
172.16.0.0 = Network address 
255.255.192.0 = Subnet mask 
Subnets? 22 = 4. 
Hosts? 214 – 2 = 16,382 (6 bits in the third octet, and 8 in the fourth). 

Valid subnets? 256 – 192 = 64. 0, 64, 128, 192. Remember that the subnetting is performed in the third 
octet, so the subnet numbers are really 0.0, 64.0, 128.0, and 192.0, 
as shown in the next table. 

Broadcast address for each subnet? 
Valid hosts? 

The following table shows the four subnets available, the valid host range, and the broadcast address of 
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each: 

Subnet 0.0           64.0 128.0 192.0 
Broadcast 63.255     127.255 191.255 255.255 
First host 0.1           64.1 128.1 192.1 
Last host 63.254     127.254 191.254 255.254 

Another Example:172.16.0.0/25
 255.255.255.128 (/25) 
This is one of the hardest subnet masks you can play with. And worse, it actually is a really 
good subnet to use in production because it creates over 500 subnets with 126 hosts for each 
subnet—a nice mixture. So, don’t skip over it! 
172.16.0.0 = Network address 
255.255.255.128 = Subnet mask 

Subnets? 29 = 512. 

Hosts? 27 – 2 = 126. 

Valid subnets? Okay, now for the tricky part. 256 – 255 = 1. 0, 1, 2, 3, etc. for the third octet. But you 
can’t forget the one subnet bit used in the fourth octet. You actually get two subnets for each third octet 
value, hence the 512 subnets. For example, if the third octet is showing subnet 3, the two subnets would 
actually be 3.0 and 3.128. 

Broadcast address for each subnet? 

Valid hosts? 

The following table shows how you can create subnets, valid hosts, and broadcast addresses using the 
Class B 255.255.255.128 subnet mask (the first eight subnets are shown, and then the last two subnets): 

Subnet      0.0      0.128    1.0        1.128     2.0        2.128     3.0         3.128 ...     255.0          255.128 

Broadcast  0.127  0.255    1.127    1.255    2.127     2.255     3.127     3.255 ...    255.127      255.255 

First host   0.1     0.129     1.1       1.129     2.1        2.129     3.1         3.129 ...     255.1          255.129 

Last host  0.126  0.254    1.126    1.254     2.126    2.254     3.126     3.254 ...     255.126      255.254 

Subnetting Class A network: 10.0.0.0/16

 255.255.0.0 (/16) 

Class A addresses use a default mask of 255.0.0.0, which leaves 22 bits for subnetting since you must  
leave 2 bits for host addressing. The 255.255.0.0 mask with a Class A address is using 8 subnet bits. 

Subnets? 28 = 256. 

Hosts? 216 – 2 = 65,534. 
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Valid subnets? What is the interesting octet? 256 – 255 = 1. 0, 1, 2, 3, etc. (all in the second octet). The 
subnets would be 10.0.0.0, 10.1.0.0, 10.2.0.0, 10.3.0.0, etc., up to 10.255.0.0. 

Broadcast address for each subnet? 

Valid hosts? 

The following table shows the first two and last two subnets, valid host range, and broad- 

cast addresses for the private Class A 10.0.0.0 network: 

Subnet       10.0.0.0   10.1.0.0 ...   10.254.0.0 10.255.0.0 

Broadcast  10.0.255.255 10.1.255.255 ... 10.254.255.255 10.255.255.255 

First host   10.0.0.1 10.1.0.1 ... 10.254.0.1 10.255.0.1 

Last host    10.0.255.254 10.1.255.254 ... 10.254.255.254 10.255.255.254 

VLSM: Variable Length Subnet Mask

In simple subnetting, the same subnet mask is applied for all the subnets. This means that each subnet 
has the same no. of available host address. You may need this in some cases, but in most cases, having 
the same subnet mask for all subnets ends up wasting address space.

Example:

Given subnet: 204.15.5.0/27 7 
Net A must support 14 hosts
Net B: must support 28 hosts
Net C: must support 2 hosts
Net D must support 7 hosts
Net E must support 28 hosts.

Net A, Net C and Net D have a lot of unused address spaces. This may have been a deliberate design 
accounting for future growth, but in many cases this is just wasted address space due to the face that 
same subnet mask is being used for all the subnets. 
Variable length subnet mask  (VLSM) allows you to use different masks for each subnet, thereby using 
address space efficiently. 
The easies way to assign the subnets is to start assigning the largest first. You can assign the subnets in 
the following manner. 

Net B: 204.15.5.0/2
Net E: 204.15.5.32/27
Net A: 204.15.5.64/28
Net D: 204.15.5.80/28
Net E: 204.15.5.96/30

VLSM allows subnetting a subnet. In this way the VLSM implementation saves the address space. The 
common implementation of VLSM can be found in point to point serial link. Which uses /30 subnet 
masks.
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