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Chapter 5: Network and Internet Layer

Design issues for the network layer. 
The network layer has been designed with the following goals: 

1. The services provided should be independent of the underlying technology. Users of the service 
need not be aware of the physical implementation of the network - for all they know, they're 
messages could be transported via carrier pigeon! This design goal has great importance when 
we consider the great variety of networks in operation. In the area of Public networks, networks 
in underdeveloped countries are nowhere near the technological prowess of those in the 
countries like the US or Ireland. The design of the layer must not disable us from connecting to 
networks of different technologies. 

2. The transport layer (that is the host computer) should be shielded from the number, type and 
different topologies of the subnets he uses. That is, all the transport layer want is a 
communication link, it need not know how that link is made. 

3. Finally, there is a need for some uniform addressing scheme for network addresses. 

With these goals in mind, two different types of service emerged: Connection oriented and 
connectionless. A connection-oriented service is one in which the user is given a "reliable" end to end 
connection. To communicate, the user requests a connection, then uses the connection to his hearts 
content, and then closes the connection. A telephone call is the classic example of a connection oriented 
service. 

In a connection-less service, the user simply bundles his information together, puts an address on it, and 
then sends it off, in the hope that it will reach its destination. There is no guarantee that the bundle will 
arrive. So - a connection less service is one reminiscent of the postal system. A letter is sent, that is, put 
in the post box. It is then in the "postal network" where it gets bounced around and hopefully will leave 
the network in the correct place, that is, in the addressee's letter box. We can never be totally sure that 
the letter will arrive, but we know that there is a high probability that it will, and so we place our trust 
in the postal network. 

Now, the question was - which service would the network layer provide, a connection-oriented or a 
connectionless one? 

With a connection oriented service, the user must pay for the length (ie the duration) of his connection. 
Usually this will involve a fixed start up fee. Now, if the user intends to send a constant stream of data 
down the line, this is great - he is given a reliable service for as long as he wants. However, say the user 
wished to send only a packet or two of data - now the cost of setting up the connection greatly 
overpowers the cost of sending that one packet. Consider also the case where the user wishes to send a 
packet once every 3 minutes. In a connection-oriented service, the line will thus be idle for the majority 
of the time, thus wasting bandwidth. So, connection-oriented services seem to be useful only when the 
user wishes to send a constant stream of data. 

One would therefore think that the reliable nature of the connection oriented service would prompt 
people to choose it over the connectionless service - this is in fact not the case. One can never ensure 
that the network is 100% reliable, in fact for many applications we must assume that the network is not 
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reliable at all. With this in mind, many applications perform their own error detection, flow and 
congestion control at a higher level in the protocol stack, that is, on their own machine, in the transport 
layer. So, if the sender and the receiver are going to engage in their own control mechanisms, why put 
this functionality into the network layer? This is the arguement for the connectionless service: the 
network layer should provide a raw means of sending packets from a to b, and that is all. Proponents of 
this argument are quick to point out that the standard of our networks has increased greatly in the past 
years, that packets of information rarely ever do get lost, so much of the correction facilities in the 
network layer are redundant and serve only to complicate the layer and slow down transfer. 

Its interesting to note here that it is easy to provide a connection oriented service over an inherently 
connectionless service, so in fact defining the service of the network layer as connectionless is the 
general solution. However, at the time of defining the network layer, the controversy between the two 
camps was (and still is) unresolved, and so instead of deciding on one service, the ISO allowed both. 

Circuit Switching:
A dedicated  path  between the  source  node and the  destination  node is  set  up  for  the  duration  of 
communication session to transfer data.  That path is a connected sequence of links between network 
nodes. On each physical link, a logical channel is dedicated to the connection. Communication via 
circuit switching involves three phases, 

1. Circuit  Establishment:  Before  any  signals  can  be  transmitted,  an  end-to-end  (station-to-
station) circuit must be established .

2. Data Transfer: The data may be analog or digital, depending on the nature of the network 
3. Circuit Disconnect:After some period of data transfer, the connection is terminated, usually by 

the action of one of the two stations 

Examples: PSTN, PBX etc.
circuit switching telecommunication networks was originally designed to handle voice traffic, and the 
majority of the traffic on these networks continues to be voice. A key characteristics of the circuit 
switching  is  that  resources  within  the  network  are  dedicated  to  a  particular  call.  For  voice 
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communication the resulting circuit will enjoy the high percentage of utilization because most of the 
time one party or the other is talking. 
However, as the circuit-switching network began to be used increasingly for data connections, two 
shortcomings became apparent: 

1. In a typical userlhost data connection (e.g., personal computer user logged on to a database 
server),  much of  the  time the  line  is  idle.  Thus,  with data  connections,  a  circuit-switching 
approach is inefficient. 

2. In a circuit-switching network, the connection provides for transmission at constant data rate. 
Thus, each of the two devices that are connected must transmit and receive at the same data rate 
as the other; this limits the utility of the network in interconnecting a variety of host computers 
and terminals. 

Packet Switching:
Messages are divided into subsets of equal length called packets. In packet switching approach, data 
are transmitted in short packets (few Kbytes). A long message is broken up into a series of packets as 
shown in Fig Every packet  contains  some control  information in  its  header,  which is  required for 
routing and other purposes. 

Main difference between Packet switching and Circuit Switching is that the communication lines are 
not dedicated to passing messages from the source to the destination. In Packet Switching, different 
messages (and even different packets) can pass through different routes, and when there is a "dead 
time" in the communication between the source and the destination, the lines can be used by other 
sources. 

There are two basic approaches commonly used to packet Switching: virtual circuit packet switching 
and datagram packet switching. In virtual-circuit packet switching a virtual circuit is made before 
actual data is transmitted, but it is different from circuit switching in a sense that in circuit switching 
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the call accept signal comes only from the final destination to the source while in case of virtual-packet  
switching this call accept signal is transmitted between each adjacent intermediate node as shown in 
Fig.  Other features of virtual circuit packet switching are discussed in the following subsection. 

Virtual Circuit:
An initial setup phase is used to set up a route between the intermediate nodes for all the packets passed 
during the session between the two end nodes. In each intermediate node, an entry is registered in a 
table to indicate the route for the connection that has been set up. Thus, packets passed through this  
route,  can  have  short  headers,  containing  only  a  virtual  circuit  identifier  (VCI),  and  not  their 
destination. Each intermediate node passes the packets according to the information that was stored in 
it, in the setup phase. In this way, packets arrive at the destination in the correct sequence, and it is 
guaranteed that essentially there will not be errors. This approach is slower than Circuit Switching, 
since different  virtual  circuits  may compete over the same resources,  and an initial  setup phase is 
needed to initiate the circuit. As in Circuit Switching, if an intermediate node fails, all virtual circuits 
that pass through it are lost. The most common forms of Virtual Circuit networks are X.25 and Frame 
Relay, which are commonly used for public data networks (PDN). 
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Datagram:
This approach uses a different,  more dynamic scheme, to determine the route through the network 
links. Each packet is treated as an independent entity, and its header contains full information about the 
destination of the packet. The intermediate nodes examine the header of the packet, and decide to 
which node to send the packet so that it will reach its destination. 

in this method, the packets don't follow a pre-established route, and the intermediate nodes (the routers) 
don't have pre-defined knowledge of the routes that the packets should be passed through. Packets can 
follow different routes to the destination, and delivery is not guaranteed . Due to the nature of this 
method, the packets can reach the destination in a different order than they were sent, thus they must be 
sorted at the destination to form the original message. This approach is time consuming since every 
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router has to decide where to send each packet.  The main implementation of Datagram Switching 
network is the Internet, which uses the IP network protocol. 

Datagram Packet Switching Vs Virtual-circuit Packet Switching:

sno Datagram Packet Switching Virtual-circuit Packet Switching

1 Two packets of the same user pair can 
travel along different routes. 

All packets of the same virtual circuit 
travel along the same path. 

2 The packets can arrive out of sequence. Packet sequencing is guaranteed. 

3 Packets contain full Src, Dst addresses Packets contain short VC Id. (VCI). 

4 Each host occupies routine table entries. Each VC occupies routing table entries. 

5 Requires no connection setup. Requires  VC  setup.  First  packet  has 
large delay. 

6 Also called Connection less Also called connection oriented.

7 Examples: X.25 and Frame Relay Eg.  Internet  which  uses  IP  Network 
protocol.
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Router: (Introduction)
A Router is a computer, just like any other computer including a PC. Routers have many of the same 
hardware and software components that are found in other computers including: 

• CPU 
• RAM 
• ROM 
• Operating System

Router is the basic backbone for the Internet. The main function of the router is to connect two or more 
than two network and forwards the packet from one network to another.  A router connects multiple 
networks. This means that it has multiple interfaces that each belong to a different IP network. When a 
router receives an IP packet on one interface, it determines which interface to use to forward the packet  
onto its destination. The interface that the router uses to forward the packet may be the network of the 
final destination of the packet (the network with the destination IP address of this packet), or it may be 
a network connected to another router that is used to reach the destination network. 
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A router uses IP to forward packets from the source network to the destination network. The packets 
must include an identifier for both the source and destination networks. A router uses the IP address of 
the destination network to deliver a packet to the correct network. When the packet arrives at a router 
connected to the destination network, the router uses the IP address to locate the specific computer on 
the network.

Routing and Routing Protocols:

The primary responsibility of a router is to direct packets destined for local and remote networks by: 
• Determining the best path to send packets 
• Forwarding packets toward their destination 

The router uses its routing table to determine the best path to forward the packet. When the router 
receives a packet, it examines its destination IP address and searches for the best match with a network 
address in the router's routing table. The routing table also includes the interface to be used to forward 
the packet. Once a match is found, the router encapsulates the IP packet into the data link frame of the 
outgoing or exit interface, and the packet is then forwarded toward its destination. 

Static Routes:
Static  routes  are  configured manually,  network administrators  must  add and delete  static  routes to 
reflect any network topology changes. In a large network, the manual maintenance of routing tables 
could require a lot of administrative time. On small networks with few possible changes, static routes  
require very little maintenance. Static routing is not as scalable as dynamic routing because of the extra 
administrative requirements. Even in large networks, static routes that are intended to accomplish a 
specific purpose are often configured in conjunction with a dynamic routing protocol.

When to use static Routing:
A network consists of only a few routers. Using a dynamic routing protocol in such a case does not 
present  any  substantial  benefit.  On  the  contrary,  dynamic  routing  may  add  more  administrative 
overhead. 

A network is connected to the Internet only through a single ISP. There is no need to use a dynamic 
routing protocol across this link because the ISP represents the only exit point to the Internet. 

A large network is configured in a hub-and-spoke topology. A hub-and-spoke topology consists of a 
central location (the hub) and multiple branch locations (spokes), with each spoke having only one 
connection to the hub. Using dynamic routing would be unnecessary because each branch has only one 
path to a given destination-through the central location. 

Connected Routes:
Those network that are directly connected to the Router are called connected routes and are not needed 
to configure on the router for routing. They are automatically routed by the Router.
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Dynamic Routes:
Dynamic routing protocol uses a route that a routing protocol adjusts automatically for topology or 
traffic changes. 

 

Routing Protocol:
A routing protocol is the communication used between routers. A routing protocol allows routers to 
share information about networks and their proximity to each other. Routers use this information to 
build and maintain routing tables. 

Autonomous System:
An AS is  a  collection  of  networks  under  a  common administration  that  share  a  common routing 
strategy. To the outside world, an AS is viewed as a single entity. The AS may be run by one or more  
operators while it presents a consistent view of routing to the external world. 
The American Registry of Internet Numbers (ARIN), a service provider, or an administrator assigns a 
16-bit identification number to each AS.
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Dynamic Routing Protocol:
1. Interior Gateway protocol (IGP)

I). Distance Vector Protocol
II). Link State Protocol

2. Exterior Gateway Protocol (EGP)

Interior gateway protocol (IGP): Within one Autonomous System. 
Exterior  Routing  Protocol(EGP):Between   the  Autonomous  System.  Example  BGP  (Boarder 
gateway protocol)

Metric:
There are cases when a routing protocol learns of more than one route to the same destination. To select 
the best path, the routing protocol must be able to evaluate and differentiate between the available 
paths. For this purpose a metric is used. A metric is a value used by routing protocols to assign costs to 
reach remote networks. The metric is used to determine which path is most preferable when there are  
multiple paths to the same remote network. 
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Each  routing  protocol  uses  its  own  metric.  For  example,  RIP  uses  hop  count,  EIGRP  uses  a 
combination of bandwidth and delay, and Cisco's implementation of OSPF uses bandwidth. 

Distance Vector Routing Algorithm:

As the  name implies,  distance  vector  means  that  routes  are  advertised as  vectors  of  distance  and 
direction. Distance is defined in terms of a metric such as hop count and direction is simply the next-
hop  router  or  exit  interface.  A router  using  a  distance  vector  routing  protocol  does  not  have  the 
knowledge of the entire path to a destination network. Instead the router knows only: 

The direction or interface in which packets should be forwarded and 
The distance or how far it is to the destination network.

To show you more exactly what a distance vector protocol does, Figure shows a view of what a router 
learns with a distance vector routing protocol. The figure shows an internetwork in which R1 learns 
about three routes to reach subnet X: 
■ The four-hop route through R2 
■ The three-hop route through R5 
■ The two-hop route through R7 

R1 learns about the subnet, and a metric associated with that subnet, and nothing more. R1 must then 
pick the best route to reach subnet X. In this case, it picks the two-hop route through R7, because that 
route has the lowest metric. 

Distance  vector  protocols  typically  use  the  Bellman-Ford  algorithm for  the  best  path  route 
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determination. 

 

Initial Update:
R1 

• Sends an update about network 10.1.0.0 out the Serial0/0/0 interface 
• Sends an update about network 10.2.0.0 out the FastEthernet0/0 interface 
• Receives update from R2 about network 10.3.0.0 with a metric of 1 
• Stores network 10.3.0.0 in the routing table with a metric of 1 

 

R2 
• Sends an update about network 10.3.0.0 out the Serial 0/0/0 interface 
• Sends an update about network 10.2.0.0 out the Serial 0/0/1 interface 
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• Receives an update from R1 about network 10.1.0.0 with a metric of 1 
• Stores network 10.1.0.0 in the routing table with a metric of 1 
• Receives an update from R3 about network 10.4.0.0 with a metric of 1 
• Stores network 10.4.0.0 in the routing table with a metric of 1 

R3 
• Sends an update about network 10.4.0.0 out the Serial 0/0/0 interface 
• Sends an update about network 10.3.0.0 out the FastEthernet0/0 
• Receives an update from R2 about network 10.2.0.0 with a metric of 1 
• Stores network 10.2.0.0 in the routing table with a metric of 1 

After this first round of update exchanges, each router knows about the connected networks of their 
directly connected neighbors. However, did you notice that R1 does not yet know about 10.4.0.0 and 
that R3 does not yet know about 10.1.0.0? Full knowledge and a converged network will not take place 
until there is another exchange of routing information. 

Next Update:
R1 
Sends an update about network 10.1.0.0 out the Serial 0/0/0 interface. 
Sends an update about networks 10.2.0.0 and 10.3.0.0 out the FastEthernet0/0 interface. 
Receives an update from R2 about network 10.4.0.0 with a metric of 2. 
Stores network 10.4.0.0 in the routing table with a metric of 2. 
Same update from R2 contains information about network 10.3.0.0 with a metric of 1. There is no 
change; therefore, the routing information remains the same. 

R2 
Sends an update about networks 10.3.0.0 and 10.4.0.0 out of Serial 0/0/0 interface. 
Sends an update about networks 10.1.0.0 and 10.2.0.0 out of Serial 0/0/1 interface. 
Receives an update from R1 about network 10.1.0.0. There is no change; therefore, the routing 
information remains the same. 
Receives an update from R3 about network 10.4.0.0. There is no change; therefore, the routing 
information remains the same.
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R3 
• Sends an update about network 10.4.0.0 out the Serial 0/0/0 interface. 
• Sends an update about networks 10.2.0.0 and 10.3.0.0 out the FastEthernet0/0 interface. 
• Receives an update from R2 about network 10.1.0.0 with a metric of 2. 
• Stores network 10.1.0.0 in the routing table with a metric of 2. 
• Same update from R2 contains information about network 10.2.0.0 with a metric of 1. There is 

no change; therefore, the routing information remains the same. 

Note: Distance vector routing protocols typically implement a technique known as split horizon. Split  
horizon prevents information from being sent out the same interface from which it was received. For  
example, R2 would not send an update out Serial 0/0/0 containing the network 10.1.0.0 because R2  
learned about that network through Serial 0/0/0. 

Link State Routing Algorithm:

Also known as Shortest path Routing algorithm. 
Link states:
Information about the state of (Router interfaces) links is known as link-states. As you can see in the 
figure, this information includes: 

• The interface's IP address and subnet mask. 
• The type of network, such as Ethernet (broadcast) or Serial point-to-point link. 
• The cost of that link. 
• Any neighbor routers on that link. 
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So exactly how does a link-state routing protocol work? All routers will complete the following generic 
link-state routing process to reach a state of convergence: 

1. Each router learns about its own links, its own directly connected networks. This is done 
by detecting that an interface is in the up state. 

2. Each router is responsible for meeting its neighbors on directly connected networks. link 
state  routers  do  this  by  exchanging  Hello  packets  with  other  link-state  routers  on  directly 
connected networks. 

3. Each  router  builds  a  Link-State  Packet  (LSP)  containing  the  state  of  each  directly 
connected link. This is done by recording all the pertinent information about each neighbor, 
including neighbor ID, link type, and bandwidth. 

4. Each  router  floods  the  LSP to  all  neighbors,  who  then  store  all  LSPs  received  in  a 
database. Neighbors then flood the LSPs to their neighbors until all routers in the area have 
received the LSPs. Each router stores a copy of each LSP received from its neighbors in a local  
database.

5. Each router uses the database to construct a complete map of the topology and computes 
the best path to each destination network. Like having a road map, the router now has a 
complete  map  of  all  destinations  in  the  topology  and  the  routes  to  reach  them.  The  SPF 
algorithm is used to construct the map of the topology and to determine the best path to each 
network. 

Advantages of Link state Routing protocol:

Build the topological map:
Link-state routing protocols create a topological map, or SPF tree of the network topology. Distance 
vector routing protocols do not have a topological map of the network.

Faster Convergence:
When receiving a Link-state Packet (LSP), link-state routing protocols immediately flood the LSP out 
all interfaces except for the interface from which the LSP was received. This way, it achieve the faster 
convergence. With distance vector routing algorithm, router needs to process each routing update and 
update its routing table before flooding them out other interfaces.

Event Driven Updates:
After the initial flooding of LSPs, link-state routing protocols only send out an LSP when there is a 
change in the topology. The LSP contains only the information regarding the affected link. Unlike some 
distance vector routing protocols, link-state routing protocols do not send periodic updates.
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Distance vector vs. Link state:
Sno. Distance Vector Link State

1 Uses hop count as Metric. Uses shortest path.

2 View the network from the perspective of 
neighbor. 

Gets  common  view  of  entire  network 
topology. 

3 Has frequent and periodic updates Has event triggered updates.

4 Slow convergence Faster convergence

5 Susceptible to routing loops. Not as susceptible to routing loops.

6 Easy to configure and administer. Difficult to configure and administer.

7 Requires  less  memory  and  processing 
power of routers.

Requires more precessing power and memory 
than distance vector. 

8 Consumes a lot of Bandwidth. Consumes less BW than distance vector. 

9 Passes copies of routing table to neighbor 
routers. 

Passes  link-state  routing  updates  to  other 
routers.

10 Eg. RIP Eg. OSPF

Flow based routing: 
A flooding algorithm is an algorithm for distributing material to every part of a connected network. The 
name derives from the concept of inundation by a flood. Its implemented by the ospf:
Advantages of Flooding
The main advantage of flooding the increased reliability provided by this routing method. Since the 
message will be sent at least once to every host it is almost guaranteed to reach its destination. In 
addition, the message will reach the host through the shortest possible path.

Disadvantages of Flooding
There are several disadvantages with this approach to routing. It is very wasteful in terms of the 
networks total bandwidth. While a message may only have one destination it has to be sent to every 
host. This increases the maximum load placed upon the network.

Messages can also become duplicated in the network further increasing the load on the networks 
bandwidth as well as requiring an increase in processing complexity to disregard duplicate messages.

A variant of flooding called selective flooding partially addresses these issues by only sending packets 
to routers in the same direction.
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Spanning Tree Protocol(STP)

Need for Redundant Topology:
The goal of redundant topologies is to eliminate network outages caused by a single point of failure.  
All networks need redundancy for enhanced reliability.

A network of roads is a global example of a redundant topology. If one road is closed for repair, there is 
likely an alternate route to the destination. Consider a community separated by a river from the town 
center. If there is only one bridge across the river, there is only one way into town. The topology has no 
redundancy. If the bridge is flooded or damaged by an accident, travel to the town center across the 
bridge is impossible. A second bridge across the river creates a redundant topology. The suburb is not 
cut off from the town center if one bridge is impassable.
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Issues with Redundancy:

Layer 2 loops
Ethernet frames do not have a time to live (TTL) like IP packets traversing routers. As a result, if they  
are not terminated properly on a switched network, they continue to bounce from switch to switch 
endlessly or until a link is disrupted and breaks the loop.

Broadcast stroms
A broadcast storm occurs when there are so many broadcast frames caught in a Layer 2 loop that all  
available bandwidth is consumed. Consequently, no bandwidth is available bandwidth for legitimate 
traffic, and the network becomes unavailable for data communication.

Duplicate unicast frame:
Broadcast frames are not the only type of frames that are affected by loops. Unicast frames sent onto a 
looped network can result in duplicate frames arriving at the destination device.

What is STP?
Redundancy increases the availability of the network topology by protecting the network from a single 
point of failure, such as a failed network cable or switch. When redundancy is introduced into a Layer 2 
design,  loops  and  duplicate  frames  can  occur.  Loops  and  duplicate  frames  can  have  severe 
consequences  on a  network.  The Spanning Tree  Protocol  (STP) was  developed to  address  these 
issues.
STP ensures that there is only one logical path between all destinations on the network by intentionally 
blocking redundant paths that could cause a loop. A port is considered blocked when network traffic is 
prevented from entering or leaving that port. This does not include bridge protocol data unit (BPDU) 
frames that are used by STP to prevent loops. You will learn more about STP BPDU frames later in the  
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chapter. Blocking the redundant paths is critical to preventing loops on the network. The physical paths 
still exist to provide redundancy, but these paths are disabled to prevent the loops from occurring. If the 
path is ever needed to compensate for a network cable or switch failure, STP recalculates the paths and 
unblocks the necessary ports to allow the redundant path to become active.

Congestion control:

Congestion in a network may occur  if  the load on the network(the number of packets sent to  the 
network)  is greater than the capacity of the network(the number of packets a network can handle). 
Congestion control refers to the mechanisms and techniques to control the congestion and keep the load 
below the capacity .

• When too many packets are pumped into the system, congestion occur leading into degradation 
of performance. 

• Congestion tends to feed upon itself and back ups.
• Congestion shows lack of balance between various networking equipments.
• It is a global issue. 

In  general,  we  can  divide  congestion  control  mechanisms  into  two  broad  categories:  open-loop 
congestion control (prevention) and closed-loop congestion control (removal) as shown in Figure 
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Open Loop Congestion Control:
In open-loop congestion control, policies are applied to prevent congestion before it happens. In these 
mechanisms, congestion control is handled by either the source or the destination 

Retransmission Policy 
Retransmission is sometimes unavoidable. If the sender feels that a sent packet is lost or corrupted, the 
packet needs to be retransmitted. Retransmission in general may increase congestion in the network. 
However,  a  good retransmission policy  can prevent  congestion.  The retransmission policy and the 
retransmission timers must be designed to optimize efficiency and at the same time prevent congestion.  
For example, the retransmission policy used by TCP  is designed to prevent or alleviate congestion. 

Window Policy 
The type of window at the sender may also affect congestion. The Selective Repeat window is better 
than the Go-Back-N window for congestion control. In the Go-Back-N window, when the timer for a 
packet times out, several packets may be resent, although some may have arrived safe and sound at the 
receiver. This duplication may make the congestion worse. The Selective Repeat window, on the other 
hand, tries to send the specific packets that have been lost or corrupted. 

Acknowledgment Policy :
The acknowledgment policy imposed by the receiver may also affect congestion. If the receiver does 
not acknowledge every packet it receives, it may slow down the sender and help prevent congestion. 
Several approaches are used in this case. A receiver may send an acknowledgment only if it  has a 
packet to be sent or a special timer expires. A receiver may decide to acknowledge only N packets at a 
time. We need to know that the acknowledgments are also part of the load in a network. Sending fewer  
acknowledgments means imposing less load on the network. 

Discarding Policy :
A good discarding policy by the routers may prevent congestion and at the same time may not harm the 
integrity  of  the  transmission.  For  example,  in  audio  transmission,  if  the  policy  is  to  discard  less 
sensitive  packets  when congestion  is  likely  to  happen,  the  quality  of  sound is  still  preserved and 
congestion is prevented or alleviated. 

Admission Policy :
An admission policy, which is a quality-of-service mechanism, can also prevent congestion in virtual-
circuit networks. Switches in a flow first check the resource requirement of a flow before admitting it  
to the network. A router can deny establishing a virtual- circuit connection if there is congestion in the 
network or if there is a possibility of future congestion. 

Closed-Loop Congestion Control 
Closed-loop  congestion  control  mechanisms  try  to  alleviate  congestion  after  it  happens.  Several 
mechanisms have been used by different protocols. 

Back-pressure:
The technique of backpressure refers to a congestion control mechanism in which a congested node 
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stops receiving data from the immediate upstream node or nodes. This may cause the upstream node or 
nodes to become congested, and they, in turn, reject data from their upstream nodes or nodes. And so 
on. Backpressure is a node-to-node congestion control that starts with a node and propagates, in the 
opposite direction of data flow, to the source. The backpressure technique can be applied only to virtual 
circuit networks, in which each node knows the upstream node from which a flow of data is corning. 

Node III in the figure has more input data than it can handle. It drops some packets in its input buffer 
and informs node II to slow down. Node II, in turn, may be congested because it is slowing down the 
output flow of data. If node II is congested, it informs node I to slow down, which in turn may create 
congestion.  If  so,  node  I  informs  the  source  of  data  to  slow  down.  This,  in  time,  alleviates  the 
congestion.  Note  that  the  pressure  on  node  III  is  moved  backward  to  the  source  to  remove  the 
congestion.  None of the virtual-circuit  networks we studied in  this  book use backpressure.  It  was, 
however, implemented in the first virtual-circuit network, X.25. The technique cannot be implemented 
in a datagram network because in this type of network, a node (router) does not have the slightest 
knowledge of the upstream router. 

Choke Packet 
A choke packet is a packet sent by a node to the source to inform it of congestion. Note the difference 
between the backpressure and choke packet methods. In backpresure, the warning is from one node to 
its upstream node, although the warning may eventually reach the source station. In the choke packet 
method,  the  warning  is  from the  router,  which  has  encountered  congestion,  to  the  source  station 
directly. The intermediate nodes through which the packet has traveled are not warned. We have seen 
an example of this type of control in ICMP. When a router in the Internet is overwhelmed datagrams, it  
may discard some of them; but it informs the source . host, using a source quench ICMP message. The 
warning message goes directly to the source station; the intermediate routers, and does not take any 
action. Figure shows the idea of a choke packet. 
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Implicit Signaling 
In implicit signaling, there is no communication between the congested node or nodes and the source. 
The source guesses that there is a congestion somewhere in the network from other symptoms. For 
example,  when  a  source  sends  several  packets  and there  is  no  acknowledgment  for  a  while,  one 
assumption is that the network is congested. The delay in receiving an acknowledgment is interpreted 
as congestion in the network; the source should slow down. We will see this type of signaling when we 
discuss TCP congestion control later in the chapter. 

Explicit Signaling 
The node that experiences congestion can explicitly send a signal to the source or destination. The 
explicit signaling method, however, is different from the choke packet method. In the choke packet 
method,  a  separate  packet  is  used for  this  purpose;  in  the explicit  signaling method,  the  signal  is 
included in the packets that carry data. Explicit signaling, as we will see in Frame Relay congestion 
control, can occur in either the forward or the backward direction. 
Backward Signaling A bit can be set in a packet moving in the direction opposite to the congestion. 
This bit  can warn the source that there is congestion and that it  needs to slow down to avoid the 
discarding of packets. 
Forward Signaling A bit can be set in a packet moving in the direction of the congestion. This bit can 
warn the destination that there is congestion. The receiver in this case can use policies, such as slowing 
down the acknowledgments, to alleviate the congestion. 
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Traffic Shaping 

Traffic shaping is a mechanism to control the amount and the rate of the traffic sent to the network.  
Two techniques can shape traffic: leaky bucket and token bucket. 
Leaky Bucket 
If a bucket has a small hole at the bottom, the water leaks from the bucket at a constant rate as long as  
there is water in the bucket. The rate at which the water leaks does not depend on the rate at which the 
water is input to the bucket unless the bucket is empty. The input rate can vary, but the output rate 
remains  constant.  Similarly,  in  networking, a technique called leaky bucket  can smooth out bursty 
traffic. Bursty chunks are stored in the bucket and sent out at an average rate. Figure shows a leaky 
bucket and its effects. 

 
In the figure, we assume that the network has committed a bandwidth of 3 Mbps for a host. The use of  
the leaky bucket shapes the input traffic to make it conform to this commitment. In Figure 24.19 the  
host sends a burst of data at a rate of 12 Mbps for 2 s, for a total of 24 Mbits of data. The host is silent  
for 5 s and then sends data at a rate of 2 Mbps for 3 s, for a total of 6 Mbits of data. In all, the host has  
sent 30 Mbits of data in lOs. The leaky bucket smooths the traffic by sending out data at a rate of 3 
Mbps during the same 10 s. Without the leaky bucket, the beginning burst may have hurt the network 
by consuming more bandwidth than is set aside for this host. We can also see that the leaky bucket may 
prevent congestion. 
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A simple leaky bucket implementation is shown in Figure 24.20. A FIFO queue holds the packets. If the 
traffic consists of fixed-size packets (e.g., cells in ATM networks), the process removes a fixed number 
of packets from the queue at each tick of the clock. If the traffic consists of variable-length packets, the 
fixed output rate must be based on the number of bytes or bits. 

The following is an algorithm for variable-length packets: 
1. Initialize a counter to n at the tick of the clock. 
2. If n is greater than the size of the packet, send the packet and decrement the counter by the  

packet size. Repeat this step until n is smaller than the packet size. 
3. Reset the counter and go to step 1. 

A leaky bucket algorithm shapes bursty traffic into fixed-rate traffic by averaging the data rate. It may  
drop the packets if the bucket is full. 
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